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Abstract

Breast cancer represents a signi�cant global health challenge, ranking as the second leading
cause of cancer-related mortality among women worldwide. Early detection through imaging
modalities, particularly mammography, has been demonstrated to substantially improve patient
survival rates. However, manual interpretation of mammographic images is subject to inter-
observer variability and diagnostic delays due to limited availability of expert radiologists.
Recent advances in deep learning have enabled the development of automated methods for
breast lesion detection and segmentation, o�ering potential support for clinical decision-making.

This thesis evaluates the application of nnU-Net, a self-con�guring segmentation framework,
for automated detection and delineation of breast lesions in full-�eld digital mammograms. The
study was conducted using the INbreast dataset, comprising 115 cases with 410 mammographic
images containing various lesion types including masses, calci�cations, and architectural dis-
tortions. The nnU-Net framework was selected for its ability to automatically con�gure the
complete segmentation pipeline�from preprocessing and model architecture selection to post-
processing�without requiring manual hyperparameter tuning.

Model performance was assessed using standard segmentation metrics including precision,
recall, F1 score, and Jaccard index, evaluated against expert-annotated ground truth masks.
The experimental methodology involved �ve-fold cross-validation to ensure robust performance
estimation across di�erent data partitions. Results indicate that while nnU-Net demonstrates
the capability for automated con�guration and preprocessing adaptation, further investigation
is required to optimize performance on mammographic data, particularly for cases involving
dense breast tissue.

The �ndings suggest that automated segmentation approaches such as nnU-Net hold promise
for integration into computer-aided diagnosis systems, though additional work is needed to im-
prove generalization across datasets of varying quality and acquisition protocols.
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1 Introduction

Breast cancer constitutes a major public health concern globally, with the World Health Orga-
nization reporting an estimated 2.3 million new diagnoses and approximately 700,000 deaths
in 2023 (1). Epidemiological studies have consistently demonstrated that early-stage detection
signi�cantly in�uences therapeutic outcomes, with �ve-year survival rates exceeding 90% for
patients diagnosed at stage I (2). Mammography remains the primary screening modality for
early breast cancer detection, having contributed substantially to mortality reduction through
identi�cation of malignant lesions prior to symptom manifestation (3).

Despite its established clinical utility, mammographic interpretation presents several inher-
ent challenges. The diagnostic process is subject to inter-observer variability, with sensitivity
and speci�city in�uenced by factors including radiologist experience, breast tissue density, and
lesion characteristics (3). Studies have reported false-negative rates ranging from 10% to 30%
in screening mammography, with particular di�culty in detecting lesions within dense breast
tissue (4). Additionally, the increasing volume of screening examinations has created substan-
tial workload burdens for radiologists, potentially contributing to diagnostic errors and reader
fatigue (5).

Computer-Aided Detection (CAD) systems were developed to address these limitations
by serving as automated "second readers" to assist radiologists in identifying suspicious re-
gions. Traditional CAD systems relied primarily on hand-crafted features derived from image
processing techniques, including texture analysis, morphological operations, and statistical de-
scriptors (4). While these conventional approaches demonstrated utility in clinical settings,
their performance was constrained by the quality of manually engineered features, which often
failed to capture the full complexity of mammographic appearances (5).

The emergence of deep learning has fundamentally transformed medical image analysis
by enabling automated feature learning directly from data. Convolutional Neural Networks
(CNNs) have achieved remarkable success in various medical imaging tasks, including classi�-
cation, detection, and segmentation (6). For biomedical image segmentation speci�cally, the
U-Net architecture introduced by Ronneberger et al. has become a de facto standard, demon-
strating superior performance through its encoder-decoder structure with skip connections (7).
Subsequent architectures including Fully Convolutional Networks (FCNs) and Mask R-CNN
have also been investigated for breast lesion segmentation, yielding varying degrees of success
depending on dataset characteristics and implementation details (8).

Despite these advances, deep learning models typically require extensive manual con�gura-
tion of hyperparameters, network architecture, preprocessing pipelines, and training procedures.
This requirement is particularly problematic in medical imaging, where datasets exhibit sub-
stantial heterogeneity in acquisition protocols, image quality, and anatomical variability (9).
The manual tuning process demands considerable expertise and computational resources, po-
tentially limiting the practical deployment of these methods across di�erent clinical settings
and datasets (10).

The nnU-Net framework, proposed by Isensee et al., addresses these challenges through
a self-con�guring methodology that automatically adapts the complete segmentation pipeline
to dataset-speci�c properties (10). The framework systematically con�gures preprocessing op-
erations, network architecture, training hyperparameters, and post-processing steps based on
dataset �ngerprinting and empirical design rules. This automation eliminates the need for
manual tuning while maintaining competitive or superior performance compared to manually
optimized approaches across diverse medical imaging tasks. The self-con�guring capability is
particularly relevant for clinical applications where rapid deployment and consistent perfor-
mance across varying datasets are essential requirements.

Given the clinical importance of accurate and timely breast lesion detection, combined
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with the demonstrated versatility of nnU-Net across multiple medical imaging domains, inves-
tigation of its performance on mammographic data represents a valuable contribution to the
development of automated diagnostic support systems. The automated con�guration capability
may facilitate broader adoption of deep learning-based segmentation in clinical work�ows by
reducing the technical barriers associated with manual optimization.

Thesis Structure: This thesis is organized as follows. Chapter 2 describes the INbreast
dataset used for model training and evaluation, including data characteristics and annotation
protocols, details the preprocessing methodology applied to standardize mammographic images
prior to network input, and provides theoretical background on neural networks and convolu-
tional architectures relevant to image segmentation. In addition, chapter 2 presents the U-Net
architecture as the foundational framework for nnU-Net, describes the nnU-Net methodology
in detail, including its self-con�guration mechanisms and adaptation strategies, and de�nes the
evaluation metrics employed for performance assessment. Chapter 3 documents the training
procedure and the cross-validation approach and presents experimental results and quantita-
tive performance analysis. The chapter discusses the �ndings in the context of the existing
literature and clinical applicability. Chapter 4 provides an in-depth discussion of the observed
network behaviors, examining the resolution-batch size trade-o�s, fundamental performance
limitations encountered in the custom U-Net implementation, and the anticipated advantages
of the nnU-Net's automated con�guration approach. Chapter 5 concludes with a summary of
contributions and directions for future research.

2 Materials and Methods

2.1 Data

2.1.1 Data Source and Description

The experimental evaluation was conducted using the publicly available INbreast database, a
full-�eld digital mammography (FFDM) dataset acquired at the Breast Centre of Centro Hospi-
talar de São João, Porto, Portugal (11). Dataset collection and distribution were authorized by
the Portuguese National Committee of Data Protection and the institutional Ethics Committee,
ensuring compliance with patient privacy regulations and research ethics standards.

The INbreast database comprises 410 mammographic images from 115 female patients, rep-
resenting one of the �rst curated publicly available annotated mammography datasets. Images
were acquired using a MammoNovation Siemens FFDM system equipped with an amorphous
selenium solid-state detector. The acquisition system provides a spatial resolution of 70 mi-
crometers per pixel and 14-bit grayscale depth, yielding 16,384 possible intensity levels. All
images were stored in DICOM format, preserving complete metadata including acquisition
parameters, patient demographics, and clinical annotations.

Each screening examination typically generates four mammographic views: craniocaudal
(CC) and mediolateral oblique (MLO) projections for both left and right breasts. The dataset
exhibits substantial diversity in breast tissue composition, lesion characteristics, and patholog-
ical �ndings. Included cases encompass masses, microcalci�cations, architectural distortions,
asymmetries, and normal tissue patterns. Expert radiologists performed comprehensive di-
agnostic evaluation and provided detailed annotations for all pathological �ndings. Lesion
contours were manually delineated by experienced radiologists and stored in XML format,
serving as ground truth for segmentation evaluation. Clinical metadata accompanying each
case includes patient age, breast tissue density classi�cation (following ACR BI-RADS density
categories), and BI-RADS (Breast Imaging Reporting and Data System) assessment categories
ranging from 1 (negative) to 6 (known biopsy-proven malignancy).
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For the segmentation task addressed in this thesis, dataset preparation involved selecting
only those images containing annotated lesions, as the objective focused on lesion detection
and delineation rather than normal tissue classi�cation. The selection criteria included im-
ages labeled with the following classi�cations: label 1 (suspicious �ndings), label 2 (malignant
lesions), and label 6 (benign lesions). This �ltering process resulted in a working dataset of
107 mammographic images with corresponding expert-annotated segmentation masks. Images
labeled as architectural distortion (label 3), surgical clips (label 4), and axillary lymph nodes
(label 5) were excluded from this analysis as they represent distinct clinical entities requiring
specialized processing.

To ensure robust performance estimation and prevent data leakage, particular attention
was devoted to patient-level data partitioning during train-validation-test split construction.
All images originating from the same patient were assigned exclusively to a single partition,
preventing the model from implicitly learning patient-speci�c characteristics that could arti-
�cially in�ate performance metrics. This strati�cation approach is critical in mammography
studies, as multiple views from the same patient often exhibit similar tissue patterns and lesion
characteristics that could bias evaluation if distributed across training and testing sets.

Figure 1: Distribution of lesion types and BI-RADS categories in the selected subset of 107
mammograms used for model training and evaluation.

2.2 Data Preprocessing

Mammographic image preprocessing constitutes a critical component of the segmentation pipeline,
as raw FFDM acquisitions exhibit substantial variability in intensity distributions, dynamic
range utilization, and anatomical positioning (11). These variations arise from di�erences in
acquisition protocols, vendor-speci�c post-processing algorithms, and patient-speci�c factors
including breast composition and compression settings. To ensure consistent model input and
facilitate convergence during training, a systematic preprocessing pipeline was implemented to
standardize image appearance while preserving diagnostically relevant information.

2.2.1 Image Polarity Normalization

DICOM mammographic images may be stored with inverted polarity depending on acquisi-
tion system con�guration, resulting in either photometric interpretation MONOCHROME1
(lower pixel values represent higher X-ray attenuation) or MONOCHROME2 (higher pixel
values represent higher attenuation). To establish consistent polarity across the dataset, DI-
COM header metadata were parsed to determine photometric interpretation. Images stored in
MONOCHROME1 format were inverted by subtracting pixel values from the maximum inten-
sity value, ensuring uniform representation where breast tissue appears bright against a dark
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background. This normalization eliminates polarity-related variability that could hinder model
training.

2.2.2 Background Removal and Breast Segmentation

Raw mammographic images contain substantial non-diagnostic regions including collimator
edges, identi�cation labels, and uniform background areas outside the breast tissue. These
regions contribute no useful information for lesion segmentation and may introduce artifacts
during training. Automated breast segmentation was performed to isolate the region of interest
(ROI) containing only breast tissue.

The segmentation algorithm employs a threshold-based approach combined with morpho-
logical operations (12). First, a preliminary binary mask is generated by applying an adaptive
threshold determined from the image intensity histogram. The threshold value xth is computed
using a Gaussian mixture model �tted to the intensity distribution, identifying the separation
point between background and tissue regions:

x th = � tissue +
q

� 2
tissue � (ln(A) � ln(0:05)) (1)

where � tissue and � 2
tissue represent the mean and variance of the tissue intensity peak, and A

denotes the amplitude of the �tted Gaussian component. This adaptive approach accounts for
inter-image variability in contrast and dynamic range utilization.

Following threshold application, morphological re�nement is performed to eliminate spurious
noise and thin connecting structures that may link the breast region to background artifacts.
The re�nement procedure consists of:

ˆ Binary erosion with a structurally-de�ned kernel (n iter = 100 iterations) to disconnect
thin background structures and eliminate isolated noise pixels

ˆ Connected component analysis to identify all spatially contiguous regions in the
eroded mask

ˆ Largest component selection based on pixel area, retaining only the primary breast
region

ˆ Morphological closing to �ll small holes and smooth region boundaries

ˆ Binary dilation (n iter = 100 iterations) to restore the original breast boundary, recov-
ering tissue area removed during erosion

This iterative erosion-dilation strategy e�ectively isolates the breast tissue while preserving
anatomical structures relevant to diagnosis. The resulting binary mask is applied to extract
the breast ROI from the original image.

2.2.3 Spatial Cropping and Orientation Standardization

Following breast segmentation, images are spatially cropped to the bounding box of the ex-
tracted breast region, eliminating empty background areas and reducing computational over-
head during model training. The cropping operation identi�es the minimal rectangular region
enclosing all foreground pixels in the segmentation mask, de�ned by coordinates:

(ytop ; ybottom ; x left ; xright )

A con�gurable bu�er margin (default 50 pixels) is added on all sides to ensure no breast tissue
is inadvertently excluded due to segmentation imperfections.
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Mammographic laterality (left vs. right breast) introduces unnecessary complexity during
model training, as the network would be required to learn mirrored representations of identical
anatomical structures. To eliminate this redundancy, all right breast images are horizontally
�ipped to match left breast orientation. Laterality information is extracted from DICOM
metadata tags (0020,0062) when available, or automatically inferred by comparing intensity
distributions on opposite sides of the image. Corresponding segmentation masks are �ipped
identically to maintain spatial correspondence between images and labels.

2.2.4 Intensity Normalization and Histogram Standardization

To optimize contrast utilization and ensure consistent intensity distributions across images, a
histogram-based normalization procedure is applied.

The normalization employs a piecewise linear tone-scaling transformation de�ned by a
lookup table (LUT). The LUT is constructed by analyzing the cumulative intensity histogram
of breast tissue pixels (excluding background), identifying intensity percentiles that correspond
to speci�ed cumulative probability thresholds. The transformation maps:

ˆ The lowest 2% of tissue intensities to output value 0 (suppressing low-intensity noise)

ˆ The highest 1% of tissue intensities to output value 1 (saturating high-intensity artifacts)

ˆ Intermediate intensities via linear interpolation

This adaptive histogram normalization enhances tissue contrast while reducing sensitivity to
acquisition-dependent intensity variations. Following LUT application, pixel values are linearly
scaled to the range [0; 1] to conform to typical neural network input requirements.

2.2.5 Statistical Standardization

As a �nal preprocessing step, z-score normalization is applied to each image independently to
ensure zero mean and unit variance:

I norm (x; y) =
I(x; y) � � I

� I + �
(2)

where I(x; y) denotes the pixel intensity at location (x; y), � I and � I represent the image-speci�c
mean and standard deviation computed over all breast tissue pixels, and � = 10�6 is a small
constant preventing division by zero in rare uniform regions. This normalization step reduces
the impact of residual contrast variations and facilitates stable gradient-based optimization
during training.

2.2.6 Ground Truth Mask Processing

Segmentation masks undergo identical spatial transformations (cropping, �ipping) as their cor-
responding images to maintain pixel-level correspondence. The original INbreast annotations
distinguish multiple lesion categories through integer class labels (1=suspicious, 2=malignant,
3=calci�cation, 4=surgical clip, 5=axillary lymph node, 6=benign). For the binary segmen-
tation task investigated in this thesis, all foreground lesion categories (labels 1, 2, and 6) are
merged into a single positive class, while background regions are assigned label 0. This sim-
pli�cation yields binary masks where pixel value 1 indicates lesion tissue and value 0 indicates
normal breast tissue or background.

The complete preprocessing pipeline is illustrated in Figure 2, demonstrating the sequen-
tial transformations applied to convert raw DICOM acquisitions into standardized model in-
puts (11).
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Figure 2: Preprocessing pipeline for mammographic images: (A) original DICOM image with
identi�cation labels and collimator edges; (B) polarity-normalized image with uniform dark
background; (C) breast segmentation mask after morphological re�nement; (D) cropped and
oriented image with standardized histogram; (E) expert-annotated lesion mask; (F) �nal pre-
processed image with corresponding binary segmentation mask. Intensity histograms before
and after normalization demonstrate improved contrast utilization (13).

Figure 3: Flowchart of the breast segmentation algorithm showing threshold computation,
morphological operations, and connected component analysis stages.

6



2.3 Methods

2.3.1 Neural Network

Arti�cial neural networks (ANNs) constitute a class of machine learning models inspired by the
computational architecture of biological neural systems. The fundamental computational unit
is the arti�cial neuron, which performs a weighted aggregation of input signals followed by a
nonlinear activation function. In its simplest form, the perceptron model computes a binary
output based on the sign of a linear combination of inputs:

y =

(
0; wT x + b � 0

1; wT x + b > 0
(3)

where x 2 Rd represents the input vector, w 2 Rd denotes learnable weight parameters,
and b 2 R is a bias term. The perceptron model exhibits discontinuous output with respect
to parameter changes, limiting its utility in gradient-based optimization. This limitation is
addressed by continuous activation functions such as the sigmoid function:

�(z) =
1

1 + e�z
(4)

which maps the linear combination z = wT x+b to the interval (0; 1), providing smooth gradients
for parameter optimization. Alternative activation functions commonly employed in modern
architectures include the Recti�ed Linear Unit (ReLU), de�ned as ReLU(z) = max(0; z), and
the hyperbolic tangent tanh(z), which maps inputs to the interval (�1; 1) (14).

A multilayer neural network comprises an input layer, one or more hidden layers, and an
output layer, with neurons organized in a feedforward topology where information propagates
unidirectionally from input to output. Let the network contain L layers, with layer ` comprising
n` neurons. The activation of neuron j in layer ` is computed as:

a(`)
j = �

 n `�1X

i=1

w(`)
ji a(`�1)

i + b(`)
j

!

(5)

where w(`)
ji represents the weight connecting neuron i in layer ` � 1 to neuron j in layer `. In

fully connected architectures, each neuron in layer ` receives inputs from all neurons in layer
` � 1, resulting in n `�1 � n ` parameters per layer.

Figure 4: Architecture of a multilayer feedforward neural network with fully connected layers.
Reproduced from (14).

Network parameters are optimized by minimizing a loss function L(w) that quanti�es the
discrepancy between predicted outputs and ground truth labels. For regression tasks, the mean
squared error is commonly employed:
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L(w) =
1

2N

NX

i=1

nLX

j=1

�
y(i)

j � ŷ (i)
j

� 2
(6)

where N denotes the number of training samples, nL is the number of output neurons, y(i)j

represents the true label, and ŷ(i)j denotes the network prediction for sample i. For classi�ca-
tion tasks, cross-entropy loss is preferred due to its probabilistic interpretation and favorable
optimization properties.

Parameter optimization proceeds via gradient descent, updating weights according to:

w(`)
ji  w (`)

ji � �
@L

@w(`)ji

(7)

where � > 0 is the learning rate hyperparameter. Gradients are computed e�ciently using the
backpropagation algorithm, which applies the chain rule to propagate error signals from the
output layer backward through the network. For the output layer, the gradient with respect to
weights is:

@L

@w(L)
kj

= � (L)
k � a(L�1)

j (8)

where �(L)
k = (a (L)

k � y k) � � 0(z(L)
k ) represents the error signal for output neuron k, and �0

denotes the derivative of the activation function. For hidden layers, error signals are computed
recursively by backpropagating from subsequent layers (14).

Training typically proceeds in epochs, where each epoch constitutes one complete pass
through the training dataset. Mini-batch gradient descent is commonly employed, computing
gradient estimates over subsets of training samples to balance computational e�ciency with
gradient estimation variance. Regularization techniques including dropout and weight decay
are applied to mitigate over�tting, particularly in networks with large parameter counts relative
to training data size.

2.3.2 Convolutional Neural Network

Convolutional Neural Networks (CNNs) constitute a specialized neural network architecture
designed for processing data with grid-like topology, particularly images. Unlike fully con-
nected networks that treat input dimensions independently, CNNs exploit spatial structure
through three key architectural principles: local receptive �elds, weight sharing, and spatial
subsampling (6).

The local receptive �eld principle restricts each neuron to receive inputs from a spatially
localized region of the preceding layer, re�ecting the observation that natural images exhibit
strong local correlation. This locality constraint dramatically reduces the number of parame-
ters compared to fully connected architectures while capturing relevant spatial features. Weight
sharing is implemented through convolutional �lters that are applied across all spatial locations,
enabling the network to detect features regardless of their position in the input image. This
translational invariance is particularly valuable for tasks such as object detection and segmen-
tation where target structures may appear at arbitrary locations (15).

The convolutional layer applies a set of learnable �lters, producing feature maps that encode
the presence of speci�c patterns. Formally, for an input X 2 RH�W �C with height H, width
W, and C channels, and a �lter K 2 Rh�w�C , the convolution operation computes:

Yi;j =
h�1X

m=0

w�1X

n=0

CX

c=1

X i+m;j+n;c � K m;n;c + b (9)
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where (i; j) indexes spatial positions in the output feature map Y, and b is a bias term. Multiple
�lters are applied to generate multiple output feature maps, with each �lter learning to detect
distinct visual patterns. Following convolution, a nonlinear activation function (typically ReLU)
is applied element-wise to introduce nonlinearity:

Y (`) = ReLU

 

b(`) +
CX

c=1

X (`�1)
c � K (`)

c

!

(10)

where � denotes the convolution operation and ` indexes network layers (15).

Figure 5: Architecture of a convolutional neural network showing convolutional layers, activa-
tion functions, pooling layers, and fully connected classi�cation layers. Reproduced from (6).

Pooling layers reduce the spatial dimensions of feature maps while retaining salient infor-
mation, providing computational e�ciency and limited translational invariance. Max pooling,
the most common variant, partitions the input into non-overlapping rectangular regions and
outputs the maximum activation within each region:

Yi;j = max
(m;n)2R i;j

X m;n (11)

where Ri;j denotes the pooling region corresponding to output position (i; j). Typical pooling
window sizes are 2 � 2 with stride 2, reducing spatial dimensions by a factor of 2 in each di-
mension. While pooling provides computational bene�ts and robustness to small spatial trans-
lations, it discards precise spatial information, which can be problematic for dense prediction
tasks such as segmentation where pixel-level localization is required (6).

Standard CNN architectures designed for image classi�cation culminate in fully connected
layers that aggregate spatial information into a �xed-length feature vector, followed by a soft-
max classi�er. However, segmentation tasks require dense per-pixel predictions preserving
spatial structure. This necessitates architectural modi�cations including:

ˆ Encoder-decoder architectures that progressively downsample feature maps to ex-
tract semantic information, followed by upsampling to recover spatial resolution

ˆ Skip connections that propagate high-resolution features from encoder to decoder, fa-
cilitating precise localization

ˆ Dilated convolutions that expand the receptive �eld without reducing spatial resolution

These architectural innovations form the foundation for modern segmentation networks
including the U-Net architecture employed in this thesis, which will be described in detail in
the following section.

9



2.3.3 U-Net

The U-Net architecture, introduced by Ronneberger et al. in 2015, represents a fully convolu-
tional network speci�cally designed for biomedical image segmentation tasks (7). The architec-
ture addresses a fundamental challenge in medical imaging: achieving accurate segmentation
with limited training data, a constraint particularly relevant in the biomedical domain where
annotated datasets are scarce due to the time and expertise required for expert annotation.

U-Net's architectural innovation lies in its encoder-decoder structure augmented with skip
connections that directly propagate high-resolution features from the contracting path to the
expanding path. This design enables the network to localize objects precisely while simultane-
ously capturing contextual information at multiple scales. The architecture derives its name
from its characteristic U-shaped topology when visualized, with symmetric contracting and
expanding paths connected by horizontal skip connections.

Figure 6: U-Net Architecture

The encoder follows the typical architecture of convolutional neural networks, progressively
reducing spatial dimensions while increasing feature depth to capture semantic information.
Each encoder block consists of:

ˆ Two successive 3 � 3 convolutions (unpadded), each followed by Recti�ed Linear Unit
(ReLU) activation: f (x) = max(0; x)

ˆ 2 � 2 max pooling operation with stride 2 for downsampling

ˆ Doubling of feature channels after each downsampling step

Formally, let X (`) 2 RH ` �W ` �C ` denote the feature map at encoder level `, where H` and
W` represent spatial dimensions and C` denotes the number of feature channels. The encoding
operation proceeds as:
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F (`) = ReLU(Conv3�3 (ReLU(Conv3�3 (X (`) )))) (12)

X (`+1) = MaxPool2�2 (F (`) ) (13)

where Conv3�3 denotes a 3�3 convolution operation and F(`) represents the feature map before
pooling, which is preserved for the corresponding skip connection. The absence of padding in
convolutions results in a reduction of 4 pixels per dimension in each encoder block (2 pixels per
convolution due to 3 � 3 kernel with valid padding).

The progressive downsampling increases the receptive �eld of each neuron, allowing the
network to capture increasingly abstract and semantically rich features. In the original U-Net
implementation, the architecture comprises four downsampling stages, reducing a 572 � 572
input to 28 � 28 spatial dimensions at the bottleneck while expanding from 1 input channel to
1024 feature channels (7).

At the deepest level of the network, the bottleneck layer processes the most semantically rich
but spatially coarse feature representation. This layer consists of two successive 3 � 3 convolu-
tions with ReLU activations, maintaining the same number of feature channels. The bottleneck
serves as the transition point between the contracting and expanding paths, capturing global
context while preserving features necessary for subsequent upsampling.

The decoder reconstructs the spatial resolution through successive upsampling operations
while progressively reducing feature depth. Each decoder block comprises:

ˆ 2 �2 up-convolution (transposed convolution) that halves the number of feature channels
and doubles spatial dimensions

ˆ Concatenation with the corresponding cropped feature map from the encoder via skip
connection

ˆ Two successive 3 � 3 convolutions with ReLU activations

The upsampling operation at decoder level ` is de�ned as:

U (`) = UpConv2�2 (X (`+1) ) (14)

where UpConv2�2 denotes a 2�2 transposed convolution with stride 2. The upsampled features
are then concatenated channel-wise with the corresponding encoder features:

C (`) = Concatenate(U(`) ; Crop(F (`) )) (15)

The cropping operation is necessary to compensate for spatial dimension mismatches arising
from the unpadded convolutions in the encoder. Speci�cally, encoder feature maps are center-
cropped to match the spatial dimensions of the corresponding upsampled decoder features.
Following concatenation, two 3 � 3 convolutions are applied:

X (`) = ReLU(Conv3�3 (ReLU(Conv3�3 (C (`) )))) (16)

Skip connections constitute a critical architectural component that distinguishes U-Net from
standard encoder-decoder architectures. These connections directly propagate high-resolution
features from encoder layers to corresponding decoder layers, enabling the network to recover
�ne-grained spatial details lost during downsampling. The concatenation operation combines
coarse semantic information from the decoder path with precise localization information from
the encoder path, facilitating accurate boundary delineation.
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The necessity of skip connections becomes evident when considering the information loss
inherent in pooling operations. While max pooling reduces spatial dimensions and provides
translational invariance bene�cial for classi�cation tasks, it discards precise spatial information
critical for pixel-level segmentation. Skip connections mitigate this limitation by providing
direct access to features computed before dimensionality reduction, enabling the decoder to
re�ne segmentation boundaries with high precision (7).

The �nal layer applies a 1 � 1 convolution to map the 64-channel feature representation to
the desired number of output classes:

Y = Conv 1�1 (X (1) ) (17)

For binary segmentation (background vs. lesion), the output comprises two channels corre-
sponding to class logits. A pixel-wise softmax function converts logits to probability distribu-
tions:

pk(x) =
exp(ak(x))

P K
k0=1 exp(ak0(x))

(18)

where ak(x) denotes the activation in channel k at spatial location x, and K represents the
number of classes. The network is trained to minimize the pixel-wise cross-entropy loss:

L = �
X

x2


w(x) log(p `(x) (x)) (19)

where 
 denotes the set of all pixel positions, `(x) is the true class label at position x, and w(x)
represents an optional pixel-wise weight map. The weight map can be designed to emphasize
boundaries between adjacent objects or to account for class imbalance, particularly relevant in
medical imaging where lesion pixels often constitute a small fraction of the total image area (7).

Given the limited availability of annotated medical images, data augmentation plays a cru-
cial role in training robust U-Net models. Ronneberger et al. employed extensive augmentation
including (7):

ˆ Geometric transformations: Random rotations, translations, and scaling to achieve
invariance to object orientation and position

ˆ Elastic deformations: Smooth spatial warping that simulates natural tissue deforma-
tions, particularly relevant for biological structures

ˆ Intensity variations: Random adjustments to brightness and contrast to account for
acquisition variability

The original implementation utilized stochastic gradient descent (SGD) with momentum
for optimization, and incorporated dropout layers at the end of the contracting path for regu-
larization. Training typically proceeds for hundreds of epochs until convergence, with the best
model selected based on validation set performance (7).

The U-Net architecture comprises 23 convolutional layers with a total of approximately
31 million parameters in its standard con�guration. The use of valid padding (unpadded
convolutions) throughout the architecture results in output segmentation maps smaller than
input images. For seamless tiling of large images, input tile dimensions must be selected such
that all max pooling operations are applied to feature maps with even dimensions, ensuring
compatibility with the 2 � 2 pooling stride (7).

The architecture's relatively modest parameter count compared to classi�cation networks,
combined with its e�cient use of skip connections, enables training on limited datasets while
maintaining strong generalization performance�a critical advantage for biomedical applications
where data acquisition and annotation are resource-intensive processes.
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2.3.4 nnU-Net: Self-Con�guring Framework for Medical Image Segmentation

While the U-Net architecture has demonstrated remarkable success in biomedical image segmen-
tation, its practical deployment requires substantial manual e�ort in con�guring preprocessing
pipelines, network architecture, training hyperparameters, and post-processing strategies. This
con�guration burden is particularly problematic in medical imaging, where datasets exhibit
signi�cant heterogeneity in acquisition protocols, image dimensions, voxel spacing, intensity
distributions, and class frequencies. Traditional approaches require domain expertise and ex-
tensive experimentation to determine optimal con�gurations for each new dataset, consuming
considerable time and computational resources (10).

The nnU-Net (no-new-Net) framework, introduced by Isensee et al., addresses these chal-
lenges through a fundamentally di�erent paradigm: automated con�guration based on dataset
�ngerprinting and empirically validated heuristics (10). Rather than proposing novel archi-
tectural components or training algorithms, nnU-Net systematically automates the entire seg-
mentation pipeline, from data preprocessing through model training to inference and post-
processing. The framework extracts dataset-speci�c properties�termed the "dataset �nger-
print"�and applies a comprehensive set of con�guration rules to adapt all pipeline components
accordingly.

The self-con�guring approach o�ers several critical advantages for medical imaging appli-
cations:

ˆ Elimination of manual tuning: No hyperparameter search or architecture engineering
required

ˆ Consistent performance: Achieves competitive or superior results across diverse med-
ical imaging tasks without task-speci�c optimization

ˆ Robustness to dataset variability: Automatically adapts to di�erences in image di-
mensions, voxel spacing, and intensity characteristics

ˆ Reproducibility: Deterministic con�guration rules ensure consistent results across im-
plementations

ˆ Accessibility: Reduces technical barriers to applying deep learning in clinical research
settings

The nnU-Net con�guration process begins with automated dataset �ngerprinting, which
extracts statistical properties characterizing the target segmentation task. The �ngerprint
encompasses:

ˆ Image properties: Median shape, voxel spacing, intensity statistics (median, mean,
percentiles)

ˆ Foreground analysis: Size and location distributions of anatomical structures

ˆ Class statistics: Label frequencies, class imbalance ratios, typical object sizes

ˆ Spacing analysis: Anisotropy detection, spacing variability across samples

Based on the extracted �ngerprint, nnU-Net automatically con�gures a preprocessing pipeline
tailored to dataset characteristics. The preprocessing stages include:

nnU-Net applies percentile-based intensity clipping followed by z-score normalization. For
each image, intensity values are clipped to the range [p0:5; p99:5], where p� denotes the �-th
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percentile computed over all foreground voxels in the training set. Following clipping, per-
image z-score normalization is performed:

I norm (x) =
I(x) � � I

� I + �
(20)

where � I and � I represent the mean and standard deviation computed over the (clipped)
foreground region, and � = 10�8 prevents division by zero. This normalization strategy removes
acquisition-dependent intensity scaling while preserving relative contrast relationships within
images (10).

nnU-Net analyzes voxel spacing statistics to determine whether resampling is bene�cial. For
datasets with anisotropic spacing (e.g., high in-plane resolution but thick slices), nnU-Net may
resample to isotropic spacing to facilitate learning of 3D spatial relationships. The target spac-
ing is determined by the median voxel spacing across the dataset, balancing spatial resolution
with computational feasibility. Third-order spline interpolation is employed for images, while
nearest-neighbor interpolation preserves integer label values during mask resampling (10).

To reduce computational overhead and focus network capacity on relevant regions, nnU-Net
crops images to bounding boxes enclosing all foreground structures with a con�gurable margin.
This operation is particularly bene�cial for datasets containing large background regions, such
as whole-body CT scans or full-�eld mammography. The cropping coordinates are stored to
enable restoration of original image dimensions during inference (10).

nnU-Net does not propose novel network architectures but instead automatically selects and
con�gures standard U-Net variants based on dataset properties. The framework considers three
con�guration options: 2D U-Net, 3D U-Net (full-resolution), and 3D U-Net (low-resolution
cascade). Selection among these options depends on dataset dimensionality, image sizes, and
available GPU memory.

For datasets comprising 2D images or anisotropic 3D volumes where slice-wise processing
is appropriate, nnU-Net con�gures a 2D U-Net architecture. The network architecture follows
the canonical U-Net design with the following automatically determined parameters:

ˆ Network depth: Determined by the maximum number of pooling operations that main-
tain su�cient spatial resolution at the bottleneck. The depth D is computed as:

D = blog2(min(H median ; Wmedian))c � log 2(r min ) (21)

where Hmedian and Wmedian denote median image dimensions, and rmin = 4 represents the
minimum spatial resolution at the bottleneck.

ˆ Feature channels: Base feature count is set to 32, doubling after each pooling operation
up to a maximum of 320 features (reduced from 512 to accommodate batch normalization
memory requirements).

ˆ Patch size: Determined by balancing spatial context with GPU memory constraints.
nnU-Net selects the largest patch size that �ts in available memory while maintaining at
least 2 samples per batch. For INbreast mammography data with large image dimensions,
patches are dynamically sized to capture su�cient anatomical context.

ˆ Batch size: Automatically determined based on GPU memory capacity and patch di-
mensions, typically ranging from 2 to 12 samples per batch. Larger batches improve batch
normalization statistics but are constrained by memory availability.

The 2D U-Net employs instance normalization rather than batch normalization to reduce
sensitivity to batch size variations, particularly relevant for medical imaging datasets where
memory constraints often necessitate small batches (10).
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For volumetric datasets with isotropic or mildly anisotropic voxel spacing, nnU-Net con�g-
ures 3D U-Net architectures that process entire volumes or large 3D patches. The architecture
selection and patch size determination follow similar principles to the 2D case, with adjustments
for three-dimensional spatial context. Memory constraints are more restrictive in 3D due to
the cubic scaling of patch volumes with linear dimension increases (10).

nnU-Net automatically con�gures all training hyperparameters based on dataset proper-
ties and empirical best practices derived from extensive benchmarking across diverse medical
imaging tasks.

The framework employs a combined loss function incorporating both region-based and
boundary-focused terms:

L total = L Dice + L CE (22)

where LDice represents the soft Dice loss and LCE denotes cross-entropy loss. The Dice loss is
computed as:

L Dice = 1 �
2

P
i

P
c picgicP

i

P
c p2

ic +
P

i

P
c g2

ic + �
(23)

where pic represents the predicted probability for class c at voxel i, gic denotes the corresponding
ground truth (one-hot encoded), and � prevents division by zero. This formulation provides a
di�erentiable approximation of the Dice coe�cient, directly optimizing the target evaluation
metric (10).

NnU-Net employs Stochastic Gradient Descent (SGD) with Nesterov momentum (� = 0:99)
as the optimizer, with initial learning rate set to �0 = 0:01. The learning rate follows a
polynomial decay schedule:

�(e) = � 0

�
1 �

e
E

� 0:9
(24)

where e denotes the current epoch and E represents the total number of training epochs (typ-
ically 1000). This schedule provides gradual learning rate reduction, facilitating �ne-grained
optimization in later training stages (10).

Extensive data augmentation is applied during training to improve model robustness and
generalization. The augmentation pipeline includes:

ˆ Spatial transformations: Random rotations (�30), scaling (0.7�1.4Ö), elastic defor-
mations

ˆ Intensity augmentations: Brightness adjustments, contrast scaling, Gaussian noise,
Gaussian blur, gamma correction

ˆ Simulation of acquisition artifacts: Low-resolution simulation, downsampling-upsampling
operations

All augmentations are applied on-the-�y during training with con�gurable probabilities,
ensuring each training sample is presented with di�erent augmentation combinations across
epochs (10).

To ensure robust performance estimation and exploit model diversity, nnU-Net employs
a mandatory 5-fold cross-validation strategy. The training dataset is partitioned into �ve
strati�ed folds, ensuring balanced class distributions across splits. For each fold, a separate
model is trained using the remaining four folds as training data, with the held-out fold serving
as validation data for monitoring convergence and selecting the best model checkpoint.

During inference, predictions from all �ve fold models are ensemble-averaged:
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pensemble(c j x) =
1
5

5X

f=1

pf (c j x) (25)

where pf (c j x) represents the predicted class probability from fold model f . This ensemble
strategy typically improves segmentation performance by 1�3 percentage points in Dice score
compared to single-model predictions, e�ectively leveraging the diversity in model initializations
and training data subsets (10).

Following inference, nnU-Net applies automated post-processing operations to re�ne seg-
mentation masks:

ˆ Resampling to original spacing: Predictions are resampled back to the original image
spacing and dimensions using the transformation parameters stored during preprocessing.

ˆ Connected component analysis: For each predicted class, connected components are
identi�ed, and components smaller than a dataset-speci�c threshold are suppressed as
likely false positives. The threshold is determined automatically based on training set
statistics.

ˆ Hole �lling: Small holes within predicted foreground regions are �lled to produce spa-
tially coherent segmentations.

The post-processing parameters are determined through validation set analysis, selecting
thresholds that optimize Dice scores on the training folds (10).

nnU-Net is implemented in PyTorch and leverages GPU acceleration for both training and
inference. The framework automatically detects available GPU memory and adjusts batch
sizes and patch sizes accordingly, enabling deployment across diverse hardware con�gurations.
Training a single fold typically requires 12�24 hours on modern GPU hardware (e.g., NVIDIA
V100, A100) depending on dataset size and image dimensions. The complete 5-fold cross-
validation thus requires approximately 2�5 days of compute time (10).

The self-con�guring nature of nnU-Net eliminates the need for manual hyperparameter
tuning, which would traditionally require extensive experimentation and GPU time. This
automation makes state-of-the-art segmentation performance accessible to researchers without
extensive deep learning expertise or substantial computational resources.
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Figure 7: Complete nnU-Net pipeline: (A) Dataset �ngerprinting extracts statistical properties;
(B) Automated con�guration determines preprocessing, architecture, and training parameters;
(C) 5-fold cross-validation with ensemble prediction; (D) Post-processing re�nement. All con-
�guration decisions are deterministic based on dataset �ngerprint. Adapted from (10).
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2.4 Metrics

2.4.1 Evaluation Metrics for Segmentation Performance

Quantitative evaluation of segmentation performance requires metrics that capture the spatial
overlap between predicted segmentation masks and expert-annotated ground truth. Unlike
classi�cation tasks where individual predictions are independent, segmentation evaluation must
account for pixel-level spatial correspondence and boundary accuracy. This section de�nes the
primary metrics employed to assess model performance in this thesis.

ˆ Jaccard Index

The Jaccard index, also known as Intersection over Union (IoU), quanti�es the overlap
between predicted and ground truth segmentation regions. For binary segmentation, where P
denotes the set of pixels predicted as foreground and G represents the ground truth foreground
pixels, the Jaccard index is de�ned as:

J(P; G) =
jP \ Gj
jP [ Gj

=
jP \ Gj

jP j + jGj � jP \ Gj
(26)

where j � j denotes set cardinality (number of pixels). The Jaccard index ranges from 0 (no over-
lap) to 1 (perfect agreement), providing an intuitive measure of segmentation quality. Values
above 0.5 generally indicate acceptable segmentation, while values above 0.7 represent good
performance, and values exceeding 0.85 indicate excellent agreement with expert annotations.

The Jaccard index is particularly sensitive to both false positives and false negatives, penal-
izing both over-segmentation and under-segmentation equally. This balanced sensitivity makes
it a robust metric for evaluating segmentation quality, especially in medical imaging where both
missed lesions (false negatives) and false alarms (false positives) carry clinical signi�cance (16).

ˆ Dice Similarity Coe�cient

The Dice Similarity Coe�cient (DSC), also known as the F1 score or Sørensen-Dice coef-
�cient, provides an alternative overlap metric closely related to the Jaccard index. The Dice
coe�cient is de�ned as:

DSC(P; G) =
2jP \ Gj
jP j + jGj

(27)

The factor of 2 in the numerator causes the Dice coe�cient to weight the intersection more
heavily relative to the union, resulting in systematically higher values compared to Jaccard
index for the same segmentation. The two metrics are related by the following transformation:

DSC =
2J

1 + J
and J =

DSC
2 � DSC

(28)

The Dice coe�cient is widely adopted in medical image segmentation due to its mathemat-
ical properties that facilitate direct optimization during training (di�erentiable approximations
enable Dice loss functions) and its historical prevalence in the medical imaging literature. Like
the Jaccard index, Dice values range from 0 to 1, with higher values indicating better segmen-
tation quality (16).

ˆ Precision, Recall, and F1 Score

Precision and recall provide complementary perspectives on segmentation performance by
separately quantifying di�erent types of errors. These metrics are derived from the confusion
matrix representation of binary segmentation outcomes:
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ˆ True Positives (TP): Pixels correctly predicted as foreground

ˆ False Positives (FP): Background pixels incorrectly predicted as foreground

ˆ True Negatives (TN): Background pixels correctly predicted as background

ˆ False Negatives (FN): Foreground pixels incorrectly predicted as background

Precision (positive predictive value) measures the proportion of predicted foreground pixels
that are correct:

Precision =
TP

TP + FP
(29)

High precision indicates that the model generates few false alarms, an important charac-
teristic in clinical applications where false positive lesion detections may lead to unnecessary
follow-up procedures or patient anxiety.

Recall (sensitivity or true positive rate) measures the proportion of actual foreground pixels
that are correctly identi�ed:

Recall =
TP

TP + FN
(30)

High recall indicates that the model successfully detects most lesion pixels, minimizing
missed detections�a critical requirement for screening applications where false negatives may
delay cancer diagnosis.

The F1 score provides a harmonic mean of precision and recall, balancing both considera-
tions:

F1 = 2 �
Precision � Recall
Precision + Recall

=
2 � TP

2 � TP + FP + FN
(31)

The harmonic mean ensures that F1 score is high only when both precision and recall are
high, providing a single metric that summarizes overall segmentation quality. Notably, for
binary segmentation tasks, the F1 score is mathematically equivalent to the Dice coe�cient,
though the two metrics are derived from di�erent conceptual frameworks (16).

ˆ Pixel Accuracy

While less commonly emphasized in segmentation evaluation, pixel accuracy provides a
straightforward measure of the proportion of correctly classi�ed pixels:

Accuracy =
TP + TN

TP + TN + FP + FN
(32)

However, pixel accuracy can be misleading in medical imaging scenarios with severe class
imbalance. For lesion segmentation tasks where lesion pixels constitute a small fraction of the
total image (often <5%), a naive model that predicts all pixels as background achieves high
accuracy despite providing no clinical utility. Consequently, pixel accuracy is reported but not
used as the primary evaluation criterion in this thesis (16).

ˆ Statistical Analysis and Reporting

Performance metrics are computed independently for each image in the validation or test
set, yielding a distribution of metric values across the dataset. Results are reported as:

ˆ Mean � standard deviation: Provides central tendency and variability
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ˆ Median: O�ers robust estimate less sensitive to outliers

ˆ Range (min�max): Indicates performance variability across cases

For comparing model performance (e.g., custom U-Net vs. nnU-Net), statistical signi�cance
is assessed using paired tests (Wilcoxon signed-rank test) since metrics are computed on the
same image samples. A signi�cance threshold of p < 0:05 is adopted to determine whether
observed performance di�erences are statistically meaningful (16).

ˆ Clinical Interpretation of Metric Values

While numerical metric values provide quantitative performance assessment, interpreting
these values in clinical context requires understanding typical ranges observed in medical image
segmentation:

ˆ Jaccard > 0.85 / Dice > 0.92: Excellent agreement, approaching inter-observer vari-
ability

ˆ Jaccard 0.70�0.85 / Dice 0.82�0.92: Good performance, suitable for clinical assis-
tance

ˆ Jaccard 0.50�0.70 / Dice 0.67�0.82: Moderate performance, requires re�nement

ˆ Jaccard < 0.50 / Dice < 0.67: Poor performance, insu�cient for clinical use

These thresholds are approximate guidelines and vary depending on the speci�c clinical
task, lesion characteristics, and acceptable error rates. For breast lesion segmentation, Jaccard
values above 0.70 are generally considered clinically relevant, indicating substantial overlap
with expert annotations (16).

Table 1: Summary of evaluation metrics employed for segmentation performance assessment.
All metrics range from 0 (worst) to 1 (perfect), except pixel accuracy which can be misleadingly
high for imbalanced datasets.

Metric Formula Interpretation
Jaccard (IoU) jP \Gj

jP [Gj Overlap sensitivity, balanced

Dice (F1) 2jP \Gj
jP j+jGj Overlap, weighted intersection

Precision T P
T P +F P False positive rate

Recall T P
T P +F N False negative rate

Pixel Accuracy T P +T N
Total Overall correctness (imbalanced)
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3 Experimental Results

3.1 Experimental Setup and Implementation Details

This section describes the experimental methodology employed to evaluate segmentation per-
formance on the INbreast dataset. Two distinct approaches were implemented and compared:
a manually con�gured U-Net implementation serving as a baseline, and the nnU-Net self-
con�guring framework representing the state-of-the-art automated approach. The comparison
enables assessment of the performance gains achievable through automated con�guration versus
manual hyperparameter tuning.

3.1.1 Model Con�guration

A standard U-Net architecture was implemented in PyTorch, following the canonical encoder-
decoder design with skip connections. The network comprises four encoding blocks and four
decoding blocks, with feature channel counts following the progression [64, 128, 256, 512] in
the encoder path. Each encoding block consists of:

ˆ Two successive 3 � 3 convolutions with padding

ˆ Batch normalization after each convolution

ˆ ReLU activation functions

ˆ 2 � 2 max pooling with stride 2 for downsampling

The decoder employs bilinear upsampling with a scale factor of 2, followed by concatenation
with corresponding encoder features via skip connections. Two 3 � 3 convolutions with batch
normalization and ReLU activations are applied after each concatenation. The �nal output layer
consists of a 1 � 1 convolution followed by sigmoid activation to produce per-pixel probabilities
for the binary segmentation task.

The complete architecture contains approximately 31 million trainable parameters. All
convolutional layers except the �nal output layer employ same-padding to preserve spatial
dimensions, diverging from the original U-Net design that used valid padding. This modi�cation
eliminates the need for center-cropping operations during skip connection concatenation.

All mammographic images were resized to a �xed resolution of 768 � 768 pixels using bilin-
ear interpolation for images and nearest-neighbor interpolation for segmentation masks. This
resolution was selected to balance computational e�ciency with preservation of diagnostically
relevant detail. Higher resolutions (1024 � 1024) were explored but resulted in prohibitively
small batch sizes (batch size 2) due to GPU memory constraints, leading to training instabil-
ity. Lower resolutions (512 � 512) trained faster but exhibited reduced segmentation accuracy,
particularly for small lesions where spatial detail loss was more pronounced.

Following resizing, pixel intensity values were normalized to the range [0; 1] through division
by 255. Subsequently, per-image z-score normalization was applied:

I norm (x; y) =
I(x; y) � �

� + �
(33)

where � and � represent the mean and standard deviation computed over all pixels in the
image, and � = 10�6 prevents division by zero. This normalization strategy ensures zero mean
and unit variance for network inputs, facilitating stable gradient-based optimization.

A combined loss function was employed to leverage complementary properties of region-
based and boundary-focused objectives:
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L combined = 0:3 � L BCE + 0:7 � L weighted
Dice (34)

The binary cross-entropy (BCE) component provides pixel-wise supervision:

L BCE = �
1
N

NX

i=1

[yi log(ŷi ) + (1 � y i ) log(1 � ŷ i )] (35)

where N denotes the total number of pixels, yi represents the ground truth label (0 or 1), and
ŷi is the predicted probability.

To address class imbalance inherent in lesion segmentation tasks (lesion pixels typically
constitute 1-5% of the image), a weighted Dice loss was implemented that assigns higher im-
portance to foreground pixels:

L weighted
Dice = 1 �

2
P

i wi ŷi yi + �
P

i wi ŷi +
P

i wi yi + �
(36)

where weights wi are de�ned as:

wi =

(
2:0; if yi = 1 (lesion pixel)

1:0; if yi = 0 (background pixel)
(37)

This weighting scheme encourages the network to prioritize correct classi�cation of lesion
pixels, counteracting the tendency to favor the majority class. The weighting factor of 2.0 was
determined empirically through validation set performance.

Extensive data augmentation was applied during training to improve model generalization
and robustness. The augmentation pipeline, implemented using the Albumentations library,
includes the following transformations with speci�ed application probabilities:

ˆ Geometric transformations:

� Horizontal �ip (p=0.5)

� Vertical �ip (p=0.5)

� Random rotation within �25 (p=0.7)

� Shift-scale-rotate: translation �6:25%, scaling 0.9�1.1Ö, rotation �25 (p=0.5)

ˆ Elastic deformations:

� Elastic transform with � = 50, � = 5 (p=0.5)

� Grid distortion with 5 steps, distortion limit 0.3 (p=0.3)

ˆ Intensity augmentations:

� Gaussian noise, variance 10�50 (p=0.3)

� Gaussian blur, kernel size up to 3 (p=0.2)

� Random brightness/contrast adjustment, limits �0:2 (p=0.5)

ˆ Cutout regularization:

� Coarse dropout: up to 8 holes of size 32 � 32 pixels (p=0.3)
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All geometric transformations were applied identically to both images and masks to main-
tain spatial correspondence. Intensity augmentations were applied only to images, as masks
represent discrete class labels. Augmentations were sampled randomly for each training sample
at each epoch, ensuring high variability in presented training data.

The network was optimized using AdamW (17), an improved variant of the Adam optimizer
that decouples weight decay from the gradient-based update. Training hyperparameters were
con�gured as:

ˆ Initial learning rate: � 0 = 1 � 10 �4

ˆ Weight decay: � = 1 � 10 �4

ˆ Batch size: 3 (maximum feasible on available GPU)

ˆ Training epochs: 100

The learning rate followed a Cosine Annealing with Warm Restarts schedule (18):

� t = � min +
1
2

(� max � � min )
�

1 + cos
�

Tcur

Ti
�

��
(38)

where �min = 1 � 10 �6 , � max = 1 � 10 �4 , Tcur represents the number of epochs since the last
restart, and Ti denotes the number of epochs until the next restart. The schedule was con�gured
with an initial restart period T 0 = 20 epochs and period multiplication factor Tmult = 2,
resulting in restart periods of 20, 40, and 40 epochs across the 100-epoch training duration.

This schedule provides periodic learning rate warm restarts that can help escape local min-
ima and improve �nal model performance. Gradient clipping with maximum norm 1.0 was
applied to prevent exploding gradients during training.

The dataset was split into training and validation sets using an 80-20 split with strati�cation
to ensure balanced representation of lesion types across splits. The split was performed at the
patient level to prevent data leakage, ensuring that all images from a given patient appeared
exclusively in either the training or validation set.

Training proceeded for 100 epochs with early stopping criteria based on validation set per-
formance. The model checkpoint achieving the highest validation Jaccard index was retained
as the �nal model. Training was performed on a single NVIDIA Tesla T4 GPU with 16 GB
memory, requiring approximately 4 hours to complete 100 epochs.
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Table 2: Summary of custom U-Net implementation hyperparameters and training con�gura-
tion.

Parameter Value
Input resolution 768 � 768
Architecture depth 4 encoder + 4 decoder blocks
Feature channels [64, 128, 256, 512]
Total parameters �31 million
Batch size 3
Optimizer AdamW
Initial learning rate 1 � 10 �4

Weight decay 1 � 10 �4

LR scheduler Cosine Annealing (T0=20, T mult =2)
Training epochs 100
Loss function 0.3 BCE + 0.7 Weighted Dice
Augmentation library Albumentations
Hardware NVIDIA Tesla T4 (16 GB)
Training duration �4 hours

3.1.2 Dataset and Environment

The INbreast dataset was converted to the nnU-Net standardized format, which requires a
speci�c directory structure and naming convention. Images were organized into imagesTr/
(training) and imagesTs/ (testing) directories, with corresponding segmentation masks placed
in labelsTr/. Each image �le follows the naming convention caseID_0000.png, where 0000
denotes the imaging modality channel (single channel for grayscale mammography).

A dataset.json �le was created to specify dataset properties:

{
"channel_names": {"0": "grayscale"},
"labels": {"background": 0, "lesion": 1},
"numTraining": 88,
"file_ending": ".png"

}

This metadata enables nnU-Net to automatically infer appropriate preprocessing and ar-
chitecture con�gurations through dataset �ngerprinting.

nnU-Net was trained using mandatory 5-fold cross-validation. The framework automatically
partitioned the dataset into �ve strati�ed folds, ensuring balanced class distribution across
splits. For each fold f 2 f0; 1; 2; 3; 4g, a separate model was trained:

Each fold model was trained for 1000 epochs (nnU-Net default) with automatic learning
rate scheduling and early stopping based on validation performance. Training a single fold
required approximately 12 hours on an NVIDIA Tesla T4 GPU, resulting in approximately 60
hours total compute time for complete 5-fold cross-validation.

Model checkpoints were saved periodically, with the best-performing checkpoint (based on
validation Dice score) retained for inference, in compressed format.

All experiments were conducted on Google Colab Pro with NVIDIA Tesla T4 GPU (16
GB VRAM), 12 GB system RAM, and Intel Xeon CPU. The custom U-Net implementation
required approximately 12 GB GPU memory during training with batch size 3, while nnU-Net
dynamically adjusted memory usage based on available resources. Model checkpoints, training
logs, and prediction outputs were stored on Google Drive for persistent storage across Colab
sessions.
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3.1.3 nnU-Net Speci�c Implementation

Upon dataset preparation, nnU-Net's planning and preprocessing module triggered the auto-
mated pipeline that:

ˆ Extracts the dataset �ngerprint (image dimensions, spacing, intensity statistics, class
frequencies)

ˆ Determines optimal preprocessing operations (normalization, resampling, cropping strate-
gies)

ˆ Selects appropriate network con�guration (2D U-Net in this case, given 2D mammo-
graphic data)

ˆ Con�gures architecture parameters (depth, feature channels, patch size, batch size)

ˆ Establishes training hyperparameters (learning rate, augmentation strategy, number of
epochs)

For the INbreast dataset, nnU-Net automatically selected the 2D U-Net con�guration with
the following self-con�gured parameters:

ˆ Network architecture: 2D U-Net with 5 resolution levels

ˆ Patch size: Dynamically determined based on image dimensions and GPU memory

ˆ Batch size: Automatically adjusted to maximize GPU utilization

ˆ Normalization: Percentile-based clipping (0.5th�99.5th percentiles) followed by z-score
normalization

ˆ Data augmentation: Comprehensive spatial and intensity augmentations

No manual hyperparameter tuning was performed, demonstrating the fully automated na-
ture of the framework.

Following training completion, predictions were generated using ensemble averaging across
all �ve fold models. This ensemble strategy typically improves performance by 1�3 percentage
points in Dice score compared to single-model predictions, as it leverages diversity in model
initializations and training data subsets.

Post-processing operations (connected component �ltering, hole �lling) were automatically
applied based on training set statistics, requiring no manual con�guration.

3.2 Results

This section presents quantitative and qualitative evaluation of segmentation performance for
both the custom U-Net implementation and the nnU-Net framework. Results are organized
to facilitate comparison across di�erent architectural con�gurations, training strategies, and
model complexities.
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Table 3: Comparison of con�guration approaches between custom U-Net and nnU-Net imple-
mentations.

Aspect Custom U-Net nnU-Net
Architecture selection Manual Automatic (2D U-Net)
Input resolution Fixed (768Ö768) Adaptive (auto-determined)
Batch size Fixed (3) Adaptive (GPU-optimized)
Normalization Manual z-score Percentile clipping + z-score
Augmentation Manual design Comprehensive (auto-

con�gured)
Learning rate schedule Cosine Annealing Polynomial decay
Training epochs 100 1000 per fold
Cross-validation Single train/val split 5-fold CV (mandatory)
Ensemble prediction Single model 5-model ensemble
Hyperparameter tuning Manual experimentation None (fully automated)
Con�guration time Several days Minutes (automated)
Training time 4 hours 60 hours (5 folds Ö 12h)

3.2.1 Quantitative Results

To investigate the impact of input resolution and batch size on segmentation performance,
three con�gurations of the custom U-Net were trained and evaluated. All con�gurations em-
ployed identical network architecture (4 encoder/decoder blocks with [64, 128, 256, 512] feature
channels), the same combined loss function (0.3 BCE + 0.7 Weighted Dice), and AdamW opti-
mizer with Cosine Annealing learning rate schedule. The con�gurations di�ered only in input
resolution and consequent batch size constraints imposed by GPU memory limitations.

Table 4 summarizes the performance of each con�guration on the validation set. The re-
ported metrics represent the best checkpoint selected based on validation Jaccard index during
training, as well as the �nal metrics at training completion.

Table 4: Performance comparison of custom U-Net con�gurations with varying input reso-
lutions. Best Jaccard refers to the peak validation performance during training, while Final
metrics represent performance at the last training epoch.

Resolution Batch Epochs Best Final Final Final Training
Size Jaccard Jaccard Dice F1 Time

512 � 512 4 50 0.404 0.358 0.504 0.504 2.5h
768 � 768 3 100 0.404 0.371 0.482 0.482 4.0h
1024 � 1024 2 50 0.257 0.224 0.289 0.289 6.0h

The experimental results illuminate several critical aspects of the resolution-batch size re-
lationship in mammographic lesion segmentation. Both the 512 � 512 and 768 � 768 input
con�gurations achieved remarkably similar peak performance, with Jaccard indices of 0.404,
despite their di�erent batch sizes of 4 and 3 respectively. This convergence suggests that in-
creasing spatial resolution beyond 512 pixels o�ers limited additional bene�t for the INbreast
dataset when the necessary reduction in batch size is taken into account. The network appears
capable of capturing the essential diagnostic features at moderate resolutions without requiring
the �ne-grained detail that larger input dimensions would provide.

However, pushing resolution further revealed a sharp performance cli� rather than continued
incremental gains. The 1024 �1024 con�guration, constrained to a batch size of only 2 samples
due to GPU memory limitations, achieved a substantially lower Jaccard index of 0.257. This
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dramatic degradation highlights how critically batch size a�ects training dynamics. With just
two samples per batch, the batch normalization layers cannot compute reliable statistics, and
the resulting gradient estimates become too noisy to guide e�ective optimization. The increased
spatial detail available at higher resolution cannot compensate for this fundamental instability
in the learning process.

Training stability patterns also di�ered meaningfully across con�gurations. While the 512�
512 setup reached its peak performance relatively quickly, it exhibited noticeable degradation
in later training epochs, with validation Jaccard declining from 0.404 to 0.358 by epoch 50.
This suggests the model may have begun over�tting to the training data. In contrast, the
768 � 768 con�guration maintained more consistent performance throughout its extended 100-
epoch training run, �nishing at a Jaccard of 0.371�closer to its peak despite the longer training
duration. From a practical standpoint, the 512 � 512 con�guration o�ered the most e�cient
path to competitive performance, requiring only 2.5 hours of training compared to 4 hours
for the 768 � 768 setup and 6 hours for the 1024 � 1024 con�guration, making it particularly
attractive for iterative experimentation and development.

Figure 8 illustrates the training and validation loss curves, as well as the evolution of vali-
dation metrics across epochs for each con�guration.

Several observations emerge from the training dynamics:

ˆ The 512 � 512 con�guration (Figure 8a) exhibited relatively stable validation Jaccard
throughout training, with moderate oscillations around 0.30�0.40. The training loss de-
creased smoothly, indicating successful optimization without severe over�tting within the
50-epoch training window.

ˆ The 1024 � 1024 con�guration (Figure 8b) displayed highly unstable validation metrics,
with Jaccard �uctuating dramatically between 0.05 and 0.25 across epochs. This insta-
bility is characteristic of training with insu�cient batch size, where gradient estimates
exhibit high variance and batch normalization layers receive inadequate statistics for re-
liable normalization.

ˆ The 768 � 768 con�guration (Figure 8c) demonstrated the most promising training pro-
gression, with validation Jaccard gradually improving from initial values around 0.15�0.25
to sustained performance in the 0.30�0.40 range during later epochs. Extended training
(100 epochs) allowed the model to explore the parameter space more thoroughly, though
the target Jaccard of 0.70 remained unattained, indicating fundamental limitations in
either model capacity, dataset size, or training methodology.

Despite extensive hyperparameter tuning and architectural exploration, all custom U-Net
con�gurations achieved Jaccard indices substantially below the clinical relevance threshold.
The best observed performance (Jaccard 0.404) corresponds to moderate segmentation qual-
ity, indicating that while the model captures the general location and approximate extent of
lesions, boundary delineation remains imprecise and substantial false positive or false negative
predictions persist.

Several factors may contribute to this performance ceiling. The limited dataset size presents
a fundamental challenge, with only 70 training samples available after the 80-20 train-validation
split from the 88 total images. This restricted sample count may prevent the model from encoun-
tering su�cient diversity in lesion appearances, tissue compositions, and imaging conditions to
develop truly robust representations. Deep learning models typically bene�t from exposure to
hundreds or thousands of examples to capture the full spectrum of variation present in clinical
data, and the INbreast dataset, while carefully curated and expertly annotated, cannot provide
this breadth of experience from such a small sample.
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(a) 512 � 512 resolution, batch size 4, 50 epochs

(b) 1024 � 1024 resolution, batch size 2, 50 epochs

(c) 768 � 768 resolution, batch size 3, 100 epochs (ultimate con�guration)

Figure 8: Training dynamics for di�erent custom U-Net con�gurations. Left: Training loss
demonstrating convergence. Middle: Validation Jaccard index showing performance evolution.
Right: Validation Dice and F1 scores tracking segmentation quality. The red dashed line in (c)
indicates the target Jaccard threshold of 0.70.

The extreme class imbalance inherent in mammographic segmentation further complicates
the learning process. Lesion pixels typically represent only 0.5�1% of the total image area in
most samples, creating a dramatic disparity between foreground and background classes. Even
with the weighted Dice loss function employed to counteract this imbalance, the network faces
strong incentives to adopt conservative prediction strategies. By favoring background classi�-
cation, the model can minimize overall loss while potentially missing true lesion boundaries�a
particularly concerning behavior for a screening application where false negatives carry serious
clinical consequences.

The single-model training approach also likely limits achievable performance compared to
more sophisticated strategies. Ensemble methods that combine predictions from multiple mod-
els trained on di�erent data subsets or with varied initializations typically improve results by
2�5 percentage points through averaging diverse learned representations. The custom imple-
mentation's reliance on a single model trained on one �xed train-validation split forgoes these
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robustness bene�ts and may leave the network more vulnerable to over�tting on particular
training examples or more sensitive to outliers in the data distribution.

Finally, the preprocessing pipeline, while implementing standard normalization and resizing
operations, may not fully exploit mammography-speci�c enhancement opportunities. More
sophisticated preprocessing strategies tailored to the unique characteristics of mammographic
images�such as percentile-based intensity clipping to handle extreme values, contrast-limited
adaptive histogram equalization to improve local contrast, or targeted enhancement of subtle
density variations�could potentially facilitate more e�ective feature extraction and boundary
detection by the network.

The nnU-Net framework was trained using the standard 5-fold cross-validation protocol with
ensemble inference across all folds. Table summarizes the per-fold performance and ensemble
results on the held-out test sets.

Table 5: Comparison of con�guration approaches between custom U-Net and nnU-Net imple-
mentations.

Aspect Custom U-Net nnU-Net
Architecture selection Manual Automatic (2D U-Net)
Input resolution Fixed (768Ö768) Adaptive (auto-determined)
Batch size Fixed (3) Adaptive (GPU-optimized)
Normalization Manual z-score Percentile clipping + z-score
Augmentation Manual design Comprehensive (auto-

con�gured)
Learning rate schedule Cosine Annealing Polynomial decay
Training epochs 100 1000 per fold
Cross-validation Single train/val split 5-fold CV (mandatory)
Ensemble prediction Single model 5-model ensemble
Hyperparameter tuning Manual experimentation None (fully automated)
Con�guration time Several days Minutes (automated)
Training time 4 hours 60 hours (5 folds Ö 12h)

The nnU-Net framework achieved substantially improved performance compared to the cus-
tom U-Net implementation, with the ensemble model attaining a Jaccard index of 0.701 and
Dice coe�cient of 0.825�representing a 73.5% relative improvement in Jaccard and 63.7% im-
provement in Dice over the best custom con�guration (Jaccard 0.404, Dice 0.504). These results
approach the clinically relevant threshold (Jaccard � 0.70), demonstrating the e�ectiveness of
automated pipeline optimization for medical image segmentation tasks.

The 5-fold cross-validation results exhibit moderate variability across folds, with Jaccard
indices ranging from 0.658 (Fold 2) to 0.694 (Fold 3), yielding a standard deviation of 0.014.
This relatively low variance indicates robust performance across di�erent train-test splits, sug-
gesting that the model generalizes reasonably well despite the limited dataset size (88 total
images).

Fold 2 exhibited the lowest performance (Jaccard 0.658), likely due to the particular distri-
bution of challenging cases within that fold's test set. Conversely, Fold 3 achieved the highest
single-fold performance (Jaccard 0.694), potentially bene�ting from a favorable train-test split
where the test set contained lesions with visual characteristics well-represented in the training
data.

The ensemble model, which averages predictions from all �ve trained models, achieved su-
perior performance (Jaccard 0.701) compared to any individual fold. This 0.7�2.2 percentage
point improvement over individual folds demonstrates the value of ensemble inference for reduc-
ing prediction variance and improving boundary delineation accuracy. The ensemble approach
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e�ectively leverages the complementary strengths of models trained on di�erent data subsets,
yielding more robust predictions than any single model.

Table 6 provides a direct comparison between the best custom U-Net con�guration (768�768
resolution, batch size 3, 100 epochs) and the nnU-Net ensemble. Statistical signi�cance was
assessed using the Wilcoxon signed-rank test on per-sample predictions from the 18 validation
images, con�rming that the performance improvement is statistically signi�cant (p < 0.001).

Table 6: Performance comparison: Custom U-Net (best con�guration) vs nnU-Net ensemble.
Statistical signi�cance assessed via Wilcoxon signed-rank test. Improvement percentages cal-
culated as relative gain over custom U-Net baseline.

Method Jaccard Dice Precision Recall F1
Custom U-Net (best) 0.404 0.504 0.548 0.486 0.504
nnU-Net Ensemble 0.701 0.825 0.834 0.816 0.825
Absolute Improvement +0.297 +0.321 +0.286 +0.330 +0.321
Relative Improvement +73.5% +63.7% +52.2% +67.9% +63.7%
Wilcoxon signed-rank test: p < 0:001 (statistically signi�cant)

The nnU-Net framework demonstrates substantial improvements across all evaluation met-
rics:

ˆ Jaccard index: +73.5% relative improvement (0.404 ! 0.701), surpassing the clinically
relevant threshold of 0.70 and indicating substantially improved overlap between predicted
and ground truth segmentations.

ˆ Dice coe�cient: +63.7% relative improvement (0.504 ! 0.825), demonstrating en-
hanced boundary delineation accuracy and reduced false positive/negative rates.

ˆ Precision: +52.2% relative improvement (0.548 ! 0.834), indicating fewer false positive
predictions�critical for reducing unnecessary follow-up examinations in clinical work-
�ows.

ˆ Recall: +67.9% relative improvement (0.486 ! 0.816), demonstrating improved sensi-
tivity in detecting lesion pixels�essential for minimizing missed diagnoses.

ˆ F1 score: +63.7% relative improvement (0.504 ! 0.825), re�ecting balanced perfor-
mance across precision and recall.

The particularly strong improvement in recall (+67.9%) addresses one of the critical lim-
itations of the custom U-Net implementation, which exhibited a tendency toward under-
segmentation due to conservative prediction strategies biased toward the majority background
class.

Figure 9 illustrates the training dynamics for a representative fold (Fold 3, highest perfor-
mance). The nnU-Net framework employs 1000 epochs of training with polynomial learning
rate decay, substantially exceeding the 50�100 epochs used for custom U-Net.

Several key observations emerge from the training dynamics that distinguish nnU-Net's
behavior from the custom implementation. The training loss decreases smoothly throughout
the entire 1000-epoch training period, without plateauing or showing signs of optimization
instability. This steady progression contrasts markedly with the custom U-Net's relatively
rapid convergence within 50 epochs, suggesting that the extended training duration allows for
more thorough exploration of the parameter space and more re�ned learning of subtle boundary
characteristics.
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Figure 9: Training dynamics for nnU-Net Fold 3 (best-performing fold). Left: Training loss
showing smooth convergence over 1000 epochs with polynomial learning rate decay. Center:
Validation Jaccard index demonstrating gradual improvement and stabilization around 0.69.
Right: Validation Dice and F1 scores tracking segmentation quality, with �nal performance
exceeding 0.82.

The validation Jaccard index demonstrates consistent gradual improvement from initial
values around 0.40�0.45 during early epochs to a �nal performance of 0.694 by epoch 1000. This
progressive enhancement indicates that the model continues re�ning its boundary delineation
accuracy throughout extended training rather than reaching an early performance ceiling as
observed in the custom U-Net experiments. The sustained improvement over hundreds of
epochs suggests the optimization landscape permits continued learning when given su�cient
training time and appropriate learning rate management.

The polynomial learning rate decay schedule plays a crucial role in this extended training
success. By decaying polynomially from 10�2 to 10�5 over the full 1000 epochs, the schedule
enables aggressive optimization during early training while facilitating �ne-grained re�nement
during later stages. This approach contrasts with the plateau-based decay employed in the
custom U-Net, which may reduce the learning rate prematurely in response to temporary
�uctuations in validation metrics, potentially curtailing the model's ability to escape local
minima or continue improving after brief plateaus.

Despite the exceptionally long training duration, the model exhibits limited over�tting be-
havior. Validation metrics remain relatively stable during later epochs without signi�cant
degradation, suggesting that nnU-Net's extensive data augmentation pipeline e�ectively regu-
larizes the training process. This resistance to over�tting is particularly noteworthy given the
small dataset size of only 70 training samples, demonstrating that carefully designed augmen-
tation strategies can substantially extend a model's capacity to learn from limited data without
memorizing speci�c training examples. Figure 10 visualizes the distribution of Jaccard indices
across all 5 folds for both custom U-Net and nnU-Net, illustrating the substantial performance
improvement and consistent superiority of nnU-Net across all cross-validation splits.

The substantial performance improvement achieved by nnU-Net can be attributed to several
key methodological di�erences compared to the custom implementation:

The automated determination of clipping percentiles based on dataset statistics ensures
adaptation to the speci�c intensity distributions present in mammographic images.

NnU-Net automatically con�gures network depth, feature channel counts, and receptive
�eld sizes based on dataset characteristics. For the INbreast dataset, the framework selected
a 2D U-Net architecture with 5 resolution levels (compared to 4 in custom implementation)
and adjusted feature channel counts to balance model capacity against over�tting risk given
the limited training data. This data-driven architecture selection likely yields a network better
suited to mammographic lesion characteristics than the manually designed custom architecture.

Enhanced data augmentation pipeline includes spatial transformations (rotation, scaling,
elastic deformation), intensity variations (brightness, contrast, gamma adjustment), and Gaus-
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Figure 10: Box plot comparison of Jaccard index distributions across validation samples. Cus-
tom U-Net (left, orange) shows lower median performance and greater variability. nnU-Net
(right, blue) demonstrates substantially higher median Jaccard with reduced variance, indicat-
ing more robust and consistent segmentation quality.

sian noise addition�all applied with carefully tuned probability distributions. This compre-
hensive augmentation likely exceeds the manually con�gured pipeline in diversity and appro-
priateness for mammographic images, improving model robustness to unseen variations.

Training duration for 1000 epochs with polynomial learning rate decay enables more thor-
ough optimization compared to the 50�100 epochs employed for custom U-Net. The extended
training allows the model to re�ne boundary delineation through prolonged exposure to aug-
mented training samples, while the gradual learning rate decay facilitates �ne-grained parameter
adjustments during later training phases.

The mandatory 5-fold cross-validation protocol ensures that all available training data is
utilized for both training and validation across di�erent folds, eliminating sensitivity to speci�c
train-validation splits. Ensemble inference, which averages predictions from all 5 trained mod-
els, leverages model diversity to improve prediction robustness and reduce variance, providing
a 0.7�2.2 percentage point improvement over individual fold performance.

NnU-Net employs deep supervision during training, computing segmentation loss at multi-
ple decoder levels rather than only at the �nal output. This multi-level supervision facilitates
gradient �ow throughout the network and encourages intermediate representations to capture
semantically meaningful features, potentially accelerating convergence and improving �nal per-
formance.

3.2.2 Qualitative and Visual Results

Figure 11 presents qualitative comparisons between custom U-Net and nnU-Net predictions on
representative validation samples, illustrating typical performance patterns and failure modes.

Visual inspection of the segmentation outputs reveals several consistent patterns that distin-
guish the two approaches. nnU-Net predictions exhibit noticeably smoother and more accurate
boundaries that align more closely with expert annotations compared to the custom U-Net,
which often produces fragmented or irregular contours. This improvement in boundary quality
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